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ABSTRACT
Interactions among proteins are essential to many biological
functions in living cells but experimentally detected inter-
actions represent only a small fraction of the real interac-
tion network. Computational protein interaction prediction
methods have become important to augment the experimen-
tal methods; in particular sequence based prediction meth-
ods that do not require additional data such as homolo-
gous sequences or 3D structure information which are often
not available. Our Protein Interaction Prediction Engine
(PIPE) method falls into this category. Park has recently
compared PIPE with the other competing methods and con-
cluded that our method“significantly outperforms the others
in terms of recall-precision across both the yeast and human
data”. Here, we present MP-PIPE, a new massively parallel
PIPE implementation for large scale, high throughput pro-
tein interaction prediction. MP-PIPE enabled us to perform
the first ever complete scan of the entire human protein in-
teraction network; amassively parallel computational exper-
iment which took three months of full time 24/7 computa-
tion on a dedicated SUN UltraSparc T2+ based cluster with
50 nodes, 800 processor cores and 6,400 hardware supported
threads. The implications for the understanding of human
cell function will be significant as biologists are starting to
analyze the 130,470 new protein interactions and possible
new pathways in Human cells predicted by MP-PIPE.
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1. INTRODUCTION

1.1 Background
Interactions among proteins are essential to many biolog-

ical functions in living cells but experimentally detected in-
teractions represent only a small fraction of the real interac-
tion networks (e.g. [5]). Computational protein interaction
prediction methods have become important to augment the
experimental methods (e.g. [8]). Protein-protein interaction
(PPI) prediction tools aim to exploit the set of known PPIs,
as determined through classical wet-lab techniques, in or-
der to determine whether two proteins will physically inter-
act. There are several approaches to this problem including
sequence-based prediction techniques (i.e. only the amino
acid sequence of the query proteins are required as inputs),
examination of the genetic encoding of the input proteins,
phylogenetic analysis of the query proteins, and comparing
the query proteins with previously solved 3D structures of
protein complexes (see e.g. [9] for a survey). Sequence
based prediction methods are of particular importance in
practice because they do not require additional data such
as homologous sequences or 3D structure information which
are often not available (e.g. [8]). Our algorithm, termed
Protein Interaction Prediction Engine (PIPE) [10, 12, 11],
falls into this category. An outline of our PIPE algorithm
is presented in Section 3. Park [8] has compared PIPE with
other sequence based methods [7, 5, 13] and concluded that
our method “significantly outperforms the others in terms
of recall-precision across both the yeast and human data”.
Another important consideration is that protein interaction
networks are very sparse. Typically less than 0.1% of all
possible protein pairs do actually interact. As discussed by
Yu et al [14], it is critical that any method that is to be used
for protein network wide high-throughput analysis operates



precision = TP
TP+FP

specificity = TN
TN+FP

recall = TP
TP+FN

sensitivity = TP
TP+FN

Table 1: Precision/recall vs. sensitivity/specificity.
(TP=number of true positives. FP=number of
false positives. TN=number of true negatives.
FN=number of false negatives).

at extremely high specificity lest the predicted interactions
be completely dominated by false positive predictions. (Bi-
ologists often consider sensitivity/specificity instead of pre-
cision/recall; see Table 1.1.) At these high specificities (up
to 99.95% i.e. less than 0.05 % false positives), our method
is particularly effective and achieves significantly higher sen-
sitivity than all other methods [8].

1.2 Summary of Results
Since our PIPE method is more effective and achieves sig-

nificantly higher sensitivity than competing methods in par-
ticular for high specificities (up to 99.95% i.e. less than 0.05
% false positives) [8], PIPE is a prime candidate for scan-
ning the entire protein interaction network (proteome) of
organisms. However, this is a massive computational un-
dertaking because, for most organisms, the numbers of pro-
teins pairs is very large. Typical model organisms such as
S.Cerevisiae and C.Elegans have 18,000,000 and 280,000,000
protein pairs, respectively. For the Human protein interac-
tion network, 253,000,000 protein pairs need to be tested for
possible interactions.
In this paper, we present MP-PIPE: a new massively

parallel PIPE implementation for large scale protein interac-
tion prediction. This is, to our knowledge, the first massively
parallel high throughput protein interaction prediction en-
gine which is capable of scanning the entire protein inter-
action network of organisms. MP-PIPE is able to compute
the entire protein interaction network for C.Elegans in about
one week (on a SUN UltraSparc T2+ based cluster with 50
nodes). This is the first ever complete scan of the C.Elegans
protein interaction network. For the Human protein interac-
tion network, the task was considerably more complicated.
Not only does the Human protein interaction network have
more interactions but the calculation/prediction of these in-
teractions is considerably more time consuming. Whereas
nearly all individual interactions for C.Elegans could be pre-
dicted within seconds, some of the human protein interac-
tions took hours (even days) to predict because of very large
numbers of interaction candidate strings. Even though the
problem is “embarrassingly parallel”, given 253,000,000 pro-
tein pairs to work on, the large variation in computation
time for individual pairs (from seconds to hours to days)
created a massive scale load balancing problem. A consider-
able portion of our new massively parallelMP-PIPE method
presented in this paper is dedicated to solving this load bal-
ancing problem. In a large scale computational experiment,
which took three months of full time 24/7 computation on a
dedicated SUN UltraSparc T2+ based cluster with 50 nodes,
800 processor cores and 6,400 hardware supported threads,
MP-PIPE has been the first system ever to scan the en-
tire Human protein interaction network. In addition to the
41,678 previously known Human protein interactions, MP-
PIPE discovered more than 130,000 new protein interactions

with high confidence (0.05% false positive rate), potentially
more than quadrupling the number of known Human protein
interactions. The implications for the understanding of hu-
man cell function will be significant as biologist are starting
to analyze these new protein interactions and implied pos-
sible new pathways in human cells predicted by MP-PIPE.

The remainder of this paper is organized as follows. Sec-
tion 3 gives a brief review of our sequential PIPE algorithm
and Section 4 discusses sequential performance optimiza-
tion. Section 5 presents MP-PIPE and Section 7 shows a
performance evaluation of MP-PIPE on various size clus-
ters. Section 8 outlines the scientific results produced so far
by MP-PIPE: the first complete scans of the C.Elegans and
Human protein interaction networks.

2. RELATED WORK
Due to the high computational complexity of many prob-

lems in Computational Biology, parallel systems have been
designed for numerous bioinformatics tools (see e.g. Rocks
Cluster Bio Roll, http://www.rocksclusters.org). The most
well known parallel systems for bioinfomatics include paral-
lel simulations such as parallel protein folding [1] and parallel
similarity searches such as parallel BLAST (e.g. mpiBLAST
[2] and pioBLAST [6]). For protein interaction prediction
there is, to our knowledge, no prior work on large scale
parallel protein interaction prediction systems such as MP-
PIPE. As indicated in Section 1.1 there is however a large
body of work on sequential protein interaction prediction
methods including sequence-based prediction techniques, ge-
netic encoding based methods, phylogenetic analysis, and 3D
structure based techniques. Our Protein Interaction Predic-
tion Engine (PIPE) falls into the category of sequence based
prediction methods which are of particular importance in
practice because they do not require additional data such
as homologous sequences or 3D structure information which
are often not available. Among the sequence-based meth-
ods there are two principle categories: domain based meth-
ods and sequence similarity based methods. Domain based
methods (see e.g. [9]) search the query proteins for sequence
similarly to known protein domains. If the query proteins
contain a pair of domains which have been previously an-
notated as mediating a PPI, then the query proteins are
predicted to also interact. The obvious limitation of domain
based methods is that they require previously characterized
protein domains for the species in question and cannot iden-
tify novel interaction sites outside of the set of known in-
teracting domains. Sequence similarity based methods try
to overcome these problems by discovering PPI mediating
sequences from known interactions. A number of machine
learning approaches (see e.g [5, 7, 13, 14]) examine features
derived from the physiochemical properties of the amino
acid residues using support vector machines. A limitation
of these methods is the complexity of feature extraction,
classifier training, and PPI prediction which precludes them
from being used for high-throughput protein network wide
analysis. More importantly, since protein interactions are
typically mediated by small protein segments (15-30 amino
acids) and unaffected by the amino acids outside these seg-
ments, the prediction accuracy (precision-recall) of these
support vector machine based methods is limited because
the interaction location is unknown. Our PIPE method [10,
12, 11] overcomes these problems. Rather than using a gen-
eral purpose learning method such as support vector ma-



chines, PIPE is a custom designed algorithm for detecting
interaction sites among proteins. PIPE provides two ad-
vantages: improved processing speed and improved predic-
tion accuracy. For protein network wide analysis, involving
many many million protein pairs, executing a support vec-
tor machine based classification for each pair is not compu-
tationally feasible. Most importantly, even it was possible,
scanning entire protein networks with machine learning ap-
proaches such as [5, 7, 13, 14] would provide results that
are completely dominated by false positives. As outlined
in Section 1.1, an independent study by Park [8] showed
that PIPE significantly outperforms all other sequence based
methods in terms of recall-precision. In fact, PIPE is the
first method to achieve very high specificities (up to 99.95%
i.e. less than 0.05 % false positives) that are sufficient to
scan entire protein networks. Furthermore, PIPE requires
only positive PPI data for training. Machine learning based
methods will change PPI prediction behavior as the ratio
of positive-to-negative interactions changes in their train-
ing set. Considering that the actual ratio of protein pairs
expected to participate in true PPIs is unknown for most
species, this is particularly problematic for such methods.

3. REVIEW OF THE BASIC (SEQUENTIAL)
PIPE ALGORITHM

For a given organism (e.g. S.Cerevisiae, C.Elegans, or
Human) the PIPE algorithm relies on a database of known
and experimentally verified protein interactions. For exam-
ple, for the 22,513 Human proteins, only 41,678 interactions
are known (out of 253,406,328 possible protein pairs). Con-
sidering that experimental verification of a single protein
interaction can take days, this is already a massive amount
of lab work. Since experimental verification can have large
numbers of false positives (up to 40%, see e.g. [10]), the
PIPE database is carefully constructed to avoid false data
and stores only protein interactions that have been inde-
pendently verified by multiple experiments. The database
represents an interaction graph G where every protein cor-
responds to a vertex in G and every interaction between
two proteins X and Y is represented as an edge between X
and Y in G. The remainder of this section outlines how,
for a given pair (A, B) of query proteins, our PIPE method
predicts whether or not A and B interact.
In the first step of the PIPE algorithm, protein A is split

up into overlapping fragments of size w by using a sliding
window of size w on A. For each fragment ai of A, where 0 ≤
i ≤ (|A| − w + 1), we search for fragments “similar” to ai in
every protein in graph G. A sliding window of size w is again
used on each protein in G, and each of the resulting protein
fragments is compared to ai. For each protein that contains
a fragment similar to ai, all of that protein’s neighbors in G
are added to an initially empty list, referred to as list R in
the remainder.
Before proceeding to the next step, we need to discuss

the meaning of the term“similar” used above. To determine
whether two protein fragments are similar, a score is gener-
ated with the use of a substitution matrix that has a row
and column for each amino acid and the value stored at ma-
trix location (i, j) is the probability that the amino acid j
is replaced (through evolutionary processes) by amino acid
i after a given evolutionary period. The PAM1 matrix [3]
represents probabilities of amino acids changing into other

amino acids where only a single mutation occurs per 100
amino acids. For PIPE, the PAM120 matrix (i.e. the PAM1
matrix multiplied by itself 120 times) [3] was used to account
for longer evolutionary processes. Two sequences of amino
acids are considered “similar” if the sum of the PAM120 ma-
trix values of corresponding amino acids pairs is larger than
a given threshold SPAM .

In the next step of the PIPE algorithm, protein B is
split up into overlapping fragments bj of size w (0 ≤ j ≤
(|B| −w + 1)) and these fragment are compared to all (size
w) fragments of all proteins in the list R produced in the
previous step. We then create a result matrix of size n×m,
where n = |A| and m = |B| and initialize it to contain zeros
at the beginning. For a given fragment ai of A, every time
a protein fragment bj of B is similar to a fragment of a pro-
tein Y in R, the cell at position (i, j) in the result matrix is
incremented by one. An illustration of the PIPE algorithm
is shown in Figure 1.

Row i of the result matrix corresponds to fragment ai

of protein A and column j corresponds to fragment bj of
protein B. The result matrix indicates how many times a
pair (ai, bj) of fragments co-occurs in protein pairs that are
known to interact. A visualization of PIPE’s result matrix
for two pairs of S.Cerevisiae proteins is shown in Figure 2.
The x and y axis represent the amino acid fragment locations
for proteins A and B, respectively, and the z axis represents
the value of the result matrix for each pair of fragment loca-
tions. The proteins in Figure 2a are predicted to not interact
because the result matrix values are all small. The proteins
in Figure 2b are predicted to interact because of the large
value (peak) around x ≈ 780 and y ≈ 150 which indicates a
predicted interaction location.
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Figure 1: Illustration of the PIPE algorithm.

A possible cause of false positive PIPE predictions are
“popular” protein fragments that simply occur very often
but have no relationship to protein interactions. It turns out
that such false positives typically correspond to very narrow
peaks in the result matrix whereas true positives typically
correspond to peaks with a wider base. Therefore, a median
filter was applied to the output matrix in order to eliminate
narrow peaks [12]. However, applying a median filter is com-
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Figure 2: Visualization of PIPE’s result matrix for
two pairs of S.Cerevisiae proteins.

putationally expensive. Thus, a simplified median filter was
used: For a given cell c, if its neighbors consisted of more
zeros than non-zeros then c would be set to zero, otherwise c
would be set to 1. After this simplified median filter, the av-
erage value of all cells of the result matrix is calculated, and
if the average is above a given threshold then the proteins
are predicted to interact. An illustration is shown in Figure
3. The threshold parameters of PIPE were tuned using a
true positive set and true negative set of 1,274 pairs each
and applying leave-one-out cross-validation.

4. SEQUENTIAL PERFORMANCE
OPTIMIZATION

It is important to note that before proceeding with a par-
allelization of PIPE, considerable efforts were made to opti-
mize the sequential PIPE implementation. We would like to
highlight three performance improvements that were partic-
ularly successful. (1) The character based amino acid rep-
resentation of the proteins was converted into binary. This
rather simple change removed the need for a character-to-
index lookup when adding up the PAM120 scores. (2) The
“sliding the window” process across proteins was improved,
making use of incremental updates (moving both fragments
one position in sync requires only one addition and dele-
tion each). (3) We observed that many protein fragment
comparisons are repeated multiple times, in particular when
predicting interactions between many protein pairs. After
all, query proteins and their fragments are from the given
protein set of the organism under consideration. Therefore,
we pre-computed all possible protein fragment comparisons

Before filter: Before filter:

After 3x3 filter: After 3x3 filter:

True positive

True positive

False positive

True Negative

Average = 1.778
Maximum = 12

Average = 0.028
Maximum = 12

Average = 0.498
Maximum = 1

Average = 0.011
Maximum = 1

Figure 3: Illustration of the simplified median filter.
Impact of applying a 3x3 filter on a PIPE result
matrix. Left: Example of two interacting proteins
(true positive). Right: Example of two not interact-
ing proteins (true negative).

and stored all matches of similar fragments. For a set of
query proteins, all relevant fragment comparisons are found
via lookup instead of string comparison. In the remainder,
we will refer to the graph G of previously known protein
interactions as the PIPE interaction graph and the above
precomputed fragment comparisons as the PIPE database.

5. MP-PIPE OVERVIEW
An important design goal for MP-PIPE was to obtain a

flexible and portable parallel system that can be scaled to
parallel architectures of different size depending on the com-
plexity and size of the protein interaction network to be pro-
cessed. We targeted in particular three popular parallel ar-
chitectures: small scale local workstation networks, medium
scale processor clusters, and large scale processor clusters.
As discussed in Section 1, the main goal for MP-PIPE is
to enable a complete scan of all protein pairs for a given
organism, and the most important application is the first
ever scan of the entire Human protein interaction network
with its 253,000,000 protein pairs of which only a fraction
has been evaluated so far. Another important requirement
for MP-PIPE was therefore fault tolerance and crash recov-
ery. The MP-PIPE run for the Human proteome took three
months of full time 24/7 computation on a dedicated SUN
UltraSparc T2+ based cluster with 50 nodes, 800 processor
cores and 6,400 hardware supported threads. Needless to
say, there were many hardware and system software crashes
during such an extended time period where the cluster was
run at maximum capacity.

In addition, preliminary experiments showed an interest-
ing challenge that made the scan of the Human protein inter-
action network considerably harder than scanning the pro-
teomes of other organisms such as S.Cerevisiae and C.Elegans.
Note that the number of Human proteins and protein pairs
is not exceptional. Simple organisms such a C.Elegans ac-
tually have more proteins and protein pairs than Human.
However, the Human protein interaction network has more
interactions and a more complex structure. In particular,
the calculation/prediction of these interactions is consid-
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Figure 4: Distribution of running times for Human
protein-protein interaction prediction. (Numbers
above bars indicate approximate number of protein
pairs with a running time within the given range.)

erably more time consuming. Previous PIPE experiments
for S.Cerevisiae [10, 12, 11] and experiments for C.Elegans
reported in Section 8 below showed that PIPE can pro-
cess each individual protein pair within seconds. However,
for Human proteins, the picture changes dramatically. As
shown in Figure 4, the running time for one individual pro-
tein pair can fluctuate between less than a second and more
than 12 hours. Human proteins have a much more complex
structure which appears to lead, in some cases, to a very
large number of fragment similarities found by PIPE. For
two query proteins A and B, if a fragment ai in A finds
many nodes in G associated with proteins that contain frag-
ments similar to ai then every fragment bj in B needs to
be tested against all those proteins. If that happens for
many ai, as seems to be the case for certain Human pro-
teins, then the running time can escalate from seconds to
hours. Furthermore, a large number of fragment matches
and excessive runtime does not increase the likelihood that
those proteins are predicted to interact. One could imagine
that many fragment matches imply high peaks in the result
matrix and one could maybe simply stop the computation
after a few minutes and predict an interaction but this is not
the case. Many fragment matches do not necessarily lead to
high counts in the result matrix. In fact, our experiments
show that protein pairs with many fragment matches and
requiring a large computation time have nearly the same
probability of being predicted to interact than those pro-
tein pairs than can be processed within seconds. Therefore,
even though processing 253,000,000 protein pairs is essen-
tially an embarrassingly parallel problem, those 1,000,000
protein pairs that require more than one hour of processing
time and in particular those 8,000 protein pairs that require
more than 12 hours of processing time (see Figure 4) create
an interesting load balancing problem.
The basic structure of MP-PIPE is a two-level master/slave

model. A single MP-PIPE scheduler process is in charge
of managing the main list of protein pairs to be processed
as well as reporting the results. The MP-PIPE scheduler
distributes work to several MP-PIPE worker processes in
packets. Each packet contains a relatively small number of

protein pairs. Each MP-PIPE worker executes the PIPE al-
gorithm on protein pairs received from the MP-PIPE Sched-
uler. By giving each worker only a relatively small amount of
work at a time we ensure that if a worker does get stuck with
an abnormally hard packet (one or more of those very time
consuming protein pairs), the other workers will continue to
work on their packets and, when they finish, they will re-
quest more work from the scheduler process and continue to
work. It should be noted however that if the packet size is
too small then the amount of communication between the
scheduler and worker processes will negatively impact the
running time of the system. It is therefore important to
balance the packet size between being too small (too much
communication overhead) and too large (too much work im-
balance).

Algorithm 1: MP-PIPE Scheduler.

Split protein pairs into packets.
while packets remain do

receive work request from worker x
receive previous results from worker x
send packet to worker x
write results to output file

foreach worker process do
receive work request from worker x
receive previous results from worker x
send KILL SIGNAL to worker x
write results to output file

Algorithm 2: MP-PIPE Worker.

Load PIPE interaction graph
current packet← ∅
current results← ∅
work available← TRUE
foreach thread in parallel do

while work available do
if current packet = ∅ then

request work from scheduler
send current results to scheduler
receive message from scheduler
if message = KILL SIGNAL then

work available ← FALSE
BREAK

else
current packet ← message

retrieve pair from current packet
run PIPE algorithm on pair
add results to current results

To improve load balancing, MP-PIPE uses a two-level
model where each MP-PIPE worker consists again of a num-
ber of parallel threads, called worker threads, among whom
it distributes the protein pairs to be processed. The worker
threads of an MP-PIPE worker are envisioned to be executed
on a shared memory multi-core processor. A major concern
is the efficient use of memory. The PIPE interaction graph



G and the large database of pre-computed protein fragment
similarity matches requires considerable amounts of mem-
ory. For MP-PIPE, the PIPE interaction graph stored at
an MP-PIPE worker was re-designed to become a parallel
data structure on which all worker threads for that worker
can operate concurrently. Much care was taken to imple-
ment the PIPE interaction graph and database as memory
efficient as possible so that a single shared copy fits into the
main memory of a processor node executing an MP-PIPE
worker. In addition, the pre-computed database files were
not all loaded at once at the start of the computation but
were loaded only when needed. This allowed more threads
to run simultaneously on a given processor node by reducing
the overall memory usage.
The scheduler/worker part of MP-PIPE was implemented

using MPI (on the SUN T2+ cluster: SunMPI within Sun
Cluster Tool 6) and the worker threads within each MP-
PIPE worker were implemented in OpenMP (on the SUN
T2+ cluster: OpenMP within the SunOS SPARC 5.9C com-
piler). Pseudo code for the MP-PIPE scheduler and MP-
PIPE workers are shown in Algorithm 1 and Algorithm 2,
respectively.
Once the interaction graph G has been loaded by a MP-

PIPE worker, it splits into a user defined number of worker
threads. Each thread first checks if the packet they are work-
ing on still has pairs to process. If not, the thread requests
more work from the scheduler process. When the scheduler
process responds, the thread checks if the message is a signal
to stop. If it is, it sets the work available flag and exits. If
not, it sets up the incoming packet to be processed by itself
and the other threads, and continues. While there is work
available in the current packet, each thread simply takes a
pair from the packet, runs the PIPE algorithm on that pair
(using the shared PIPE interaction graph) and then adds
the result to the results array. It is important that the first
thread to notice that the current packet is empty communi-
cates directly with the scheduler and requests a new packet
for the entire group of threads of the MP-PIPE worker with-
out any interruption of the other threads. We refer to this
mechanism as the dynamic work request design. The al-
ternative static work request design is discussed below in
Section 6.

6. DISCUSSION OF DESIGN
ALTERNATIVES

Before arriving at the MP-PIPE algorithm outlined above,
we considered various design alternatives, some of which we
discuss here. One possible alternative solution would have
been to parallelize the PIPE execution for each individual
protein pair. As outlined in Section 3, each PIPE execution
consists of a number of graph and string searches. Paral-
lelizing graph and string searches is a non-trivial task and
is known to lead in most cases to less than optimal speedup
in practice (e.g. [4]). Furthermore, it would have inter-
fered with some of the optimizations outlined in Section 4.
For example, the sliding window optimization discussed in
Section 4, Item (2), makes use of incremental updates to im-
prove speed but introduces sequential dependencies between
window queries. In contrast, MP-PIPE makes use of the
massive parallelism available due to the millions of protein
pairs that require separate PIPE executions. There are how-
ever various alternatives possible with respect to MP-PIPE’s

Request work

Receive work

Request work

Receive work

(a) (b)

Figure 5: MP-PIPE worker thread implementation
alternatives. The arrows represent worker threads
where the red lines represent work on the first
packet and the green lines represent work on a new
packet after the first packet has been completed. (a)
Static work requests. (b) Dynamic work requests
implemented for MP-PIPE.

two level master slave structure using MPI and OpenMP. For
example, we could have chosen an MPI only based imple-
mentation where each processor node as well as all threads
within each node are MPI based. However, MPI threads do
not support shared data structures and since each thread re-
quires access to the PIPE interaction graph, we would have
needed several copies of the interaction graph on each node.
The memory available would have severely restricted the
number of threads that can be executed on each node. For
example, for the SUN UltraSparc T2+ based cluster with
50 nodes used in our experiments, it would not have been
possible to utilize the available 6,400 hardware supported
threads.

The MP-PIPE design outlined in Section 3 was aimed at
providing high efficiency for a wide range of parallel archi-
tectures including small scale workstation clusters and very
large scale clusters with large numbers of hardware sup-
ported threads. MP-PIPE’s two level master slave struc-
ture also has the advantage to require only very little inter-
node communication. In fact, after the PIPE interaction
graph has been loaded onto each node, the only communi-
cation required are work packets and results sent between
the scheduler and the workers. The amount of communica-
tion needed is in fact so low that we decided to have only
one single scheduler process on one node responsible for all
workers on all nodes. We also considered double buffering
such as overlapping receiving results from workers and send-
ing packets to workers in Algorithm 1. However, since the
amount of communication between scheduler and workers as
well as the computational load on the scheduler are so small,
this had no measurable impact on MP-PIPE’s performance.

Another important design choice is the dynamic work re-
quest scheme for assigning work to the worker threads of
each node discussed in Section 5. While there is work avail-
able in the current packet, each thread takes a protein pair
from the packet, runs the PIPE algorithm on that pair (using



the shared PIPE interaction graph) and then adds the result
to the results array. It is important that the first thread to
notice that the current packet is empty communicates im-
mediately with the scheduler and requests a new packet for
the entire group of threads of the MP-PIPE worker with-
out any interruption of the other threads. We refer to this
as the dynamic work request design. Its implementation in
OpenMP is not exactly in the spirit of OpenMP program de-
sign but the dynamic work request design is very important
for efficiency because of those protein pairs with extremely
long processing times. As illustrated in Figure 5, the alter-
native static work request design where all worker threads
need to join/sync first before a new package of protein pairs
is requested from the scheduler leads to wait times and is
less efficient. In fact, because of those protein pairs with ex-
tremely long processing times, the difference in performance
between the static and dynamic work request designs can be
very large.

7. MP-PIPE PERFORMANCE
MP-PIPE’s performance was tested on a small cluster

(Cluster 1), a medium size cluster (Cluster 2) and a large
cluster (Cluster 3). The precise cluster configurations are
outlined below. The benchmark contains two tests for each
cluster. The first test is designed to evaluate how MP-PIPE
scales as more threads are used by a worker process. This
test is done by using a single worker on a single cluster node,
first starting with one thread and then increasing the num-
ber of threads until the point of maximum performance is
found. For the second test, we evaluate how MP-PIPE scales
as more workers are added, using the optimal number of
threads per worker found in the first test. Tests are per-
formed using a set of 5,000 random protein pairs except for
some of the tests on the large cluster (Cluster 3) which re-
quired larger data sets (50,000 and 500,000 random protein
pairs). All reported running times (and resulting speedups)
are averages of 100 experiments and measured as wall clock
times (between start of program until termination of the last
cluster node).

7.1 Small Cluster
We tested MP-PIPE on a small cluster (Cluster 1) with

six nodes connected by a gigabit Ethernet switch. Each
node consisted of an Intel quad core processor (1.6GHz), 8
GB DDR2 RAM and a 320 GB hard drive, running Ubuntu
Linux (10.04). The first test was performed to determine
the optimal number of threads for each worker as described
above. The results displayed in Figure 6 show the aver-
age running times and speedups with different numbers of
threads for one worker running on one processor node. The
data sets consisted of 5,000 random protein pairs. As shown
in Figure 6, 5 threads per worker process provides the best
speedup of 3.122. The second test examined how MP-PIPE
scales when more processor nodes are added. Each proces-
sor node ran one MP-PIPE worker with 5 worker threads.
The result are shown in Figure 7. Interestingly, we obtain
a slightly above linear speedup with respect to the number
of workers (processor nodes). The effect is due to the in-
crease in total cache size and the fact that the MP-PIPE
scheduler runs on one of the nodes together with one of the
MP-PIPE workers. The scheduler process requires only a
very small fraction of the computation required by an MP-
PIPE worker but contributes to the artifact of a slightly

No. Threads Average Running Speedup
per Worker Time (s)

1 2318.547131 1
2 1213.482118 1.911
3 835.571807 2.775
4 777.797144 2.981
5 742.669497 3.122
6 746.089079 3.108
7 745.651284 3.109
8 775.769684 2.989
9 790.394030 2.933
10 804.553819 2.882
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Figure 6: MP-PIPE performance for different num-
bers of threads per worker on a small cluster (Clus-
ter 1). Average running times for 5,000 random pro-
tein pairs, using one worker.

above linear speedup. The total speedup obtained by MP-
PIPE on Cluster 1 is 21.485, the product of the speedup
obtained by each worker/node (3.122) and the speedup for
6 workers (6.882).

7.2 Medium Size Cluster
We tested MP-PIPE on a medium size cluster (Cluster 2)

with 32 nodes connected by a gigabit Ethernet switch. Each
node consisted of four Opteron Cores (2.2 GHz), with 8 GB
RAM running Linux (ROCKS). Again, the first test was
performed to determine the optimal number of threads for
each worker as described above. The results are displayed in
Figure 8 and show the average running times and speedups
with different numbers of threads for one worker running on
one processor node. The data sets consisted of 5,000 ran-
dom protein pairs. As shown in Figure 8, 5 threads per
worker process provides the best speedup of 2.764. The sec-
ond test examined again how MP-PIPE scales when more
processor nodes are added. Each processor node ran one
MP-PIPE worker with 5 worker threads. The results are
shown in Figure 9. Interestingly, we obtain again a slightly
above linear speedup with respect to the number of workers
(processor nodes). As discussed in Section 7.1, the effect
is due to the increase in total cache size and the fact that
the MP-PIPE scheduler runs on one of the nodes together
with one of the MP-PIPE workers. The total speedup ob-
tained by MP-PIPE on Cluster 2 is 107.807, the product of
the speedup obtained by each worker/node (2.764) and the
speedup for 32 workers/nodes (39.004).



Number of Average Running Speedup
Workers Time (s)

1 742.669497 1
2 331.018381 2.244
3 232.867967 3.189
4 168.935589 4.396
5 131.902550 5.630
6 107.919543 6.882
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Figure 7: MP-PIPE performance for different num-
bers of workers on a small cluster (Cluster 1). Av-
erage running times for 5,000 random protein pairs,
using 5 threads per worker.

No. Threads Average Running Speedup
per Worker Time (s)

1 3750.0589016 1
2 2027.0536836 1.850
3 1423.47368383 2.634
4 1359.32627749 2.759
5 1356.51471854 2.764
6 1372.91203179 2.731
7 1368.82533481 2.740
8 1406.15620157 2.667
9 1427.07301278 2.628
10 1441.51278317 2.601
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Figure 8: MP-PIPE performance for different num-
bers of threads per worker on a medium size cluster
(Cluster 2). Average running times for 5,000 ran-
dom protein pairs, using one worker.

Number of Average Running Speedup
Workers Time (s)

1 1356.51471854 1
2 574.4489908 2.361
4 283.32493562 4.788
8 145.42208586 9.328
16 68.92684697 19.680
32 34.77818442 39.004
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Figure 9: MP-PIPE performance for different num-
bers of workers on a medium size cluster (Cluster
2). Average running times for 5,000 random pro-
tein pairs, using 5 threads per worker.

7.3 Large Cluster
We tested MP-PIPE on a UltraSparc T2+ based“Victoria

Falls” cluster (Cluster 3) with 50 nodes. Each node contains
2 UltraSparc T2+ chips (1.2 Ghz) with 8 compute cores per
chip and 32 GB RAM. Each of these compute cores has 8
hardware supported threads, giving each node 128 hardware
supported threads and providing 6,400 hardware supported
threads in total.

The first test was again performed to determine the opti-
mal number of threads for each worker process (running on
one node). Due to the large number of hardware supported
threads on a Victoria Falls node, the 5,000 random protein
pairs were not sufficient to show the full scaling capabilities
of a node. For this reason a second data set comprised of
50,000 random protein pairs was created. The 5,000 pair
data set was used to examine the scaling of the code with a
small number of threads (1 – 16 threads) and then the 50,000
pair data set was used for tests with 16 or more threads. The
50,000 pair data set was not used on the smaller number
of threads because of the amount of time it would take to
process. To calculate the speedup on the higher number of
threads processing the 50,000 pair data set, the running time
of a single thread to processes the 50,000 pair data set was
approximated by taking the speedup from the trials on the
5,000 pair data set. The results are shown in Figure 10. The
best result was achieved for 512 threads leading to a speedup
of 8.701. The speedup curve shown in Figure 10 is essentially
flat for more than 128 threads and we found that using more
than 512 threads creates memory problems. In total, MP-
PIPE’s worker threads makes reasonably efficient use of the
UltraSparc T2+ architecture. The slightly lower speedup
compared to the small and medium size clusters can be ex-
plained by the increased number of threads spending more
time waiting for new packets. On the small and medium
size clusters, each node has only 5 concurrent threads and



No. Threads Average Running Speedup
per Worker Time (s)

(5,000 protein pairs)
1 9308.75325356 1
2 6622.24860655 1.406
4 4438.87609902 2.097
8 3259.65337563 2.856
16 2410.89934953 3.861

(50,000 protein pairs)
1 80408.797712014086 1
16 20825.2934437 3.861
32 15325.5586534 5.247
64 11530.1009018 6.974
128 9259.13093131 8.684
256 9302.602417 8.644
512 9241.05782809 8.701
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Figure 10: MP-PIPE performance for different
numbers of threads per worker on a large cluster
(Cluster 3). Average running times for 50,000 ran-
dom protein pairs, using one worker.

the chance of a thread waiting for another thread to finish
communicating with the scheduler (for a new work packet)
is very small. On the Victoria Falls cluster, each worker
has 512 threads which increases the chance that threads
have to wait. This also highlights the importance of the dy-
namic work request mechanism implemented for MP-PIPE
(see Section 5).
The second test examined again how MP-PIPE scales

when more workers/processors are added. Each cluster node
ran one MP-PIPE worker with 512 worker threads. The re-
sult are shown in Figure 11. The performance of MP-PIPE
scales almost linearly as the number of nodes used increases.
This is an excellent result considering the vast number of
threads involved.

8. SCIENTIFIC RESULTS

8.1 First Ever Complete Scan Of The C. Ele-
gans Proteome

The first demonstration of MP-PIPE’s performance was
the first ever scan of the entire C. Elegans proteome.

• Total number of C. Elegans proteins: 23,684

• Total number of protein pairs to examine: 280,454,086

• Total number of known protein interactions: 6,607

Number of Average Running Speedup
Workers Time (s)

1 18244.3975384 1
2 8992.99307318 2.029
4 4571.25758775 3.991
8 2294.45482244 7.952
16 1183.31196108 15.418
32 620.47111997 29.404
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Figure 11: MP-PIPE performance for different
numbers of workers on a large cluster (Cluster 3).
Average running times for 500,000 random protein
pairs, using 512 threads per worker.

• Total number of proteins with at least one known in-
teracting partner: 3,460

• Total number of proteins with no known interacting
partners: 20,224

• Largest number of known interactions partners for a
single protein: 512

• Smallest number of known interactions partners for a
single protein: 0

• Average number of known interactions per protein:
0.55

• Average number of known interactions per protein with
at least one interaction: 3.82

MP-PIPE evaluated all 280,454,086 possible protein pairs
in the C. Elegans proteome. The work was split between
the Victoria Falls cluster (Section 7.3) and Cluster 2 (Sec-
tion 7.2). That is, MP-PIPE was run concurrently on both
clusters. On the Victoria Falls cluster, 50 nodes were used.
Each node executed one worker process running 512 worker
threads. Hence, a total of 25,600 parallel computational
threads were running on 6,400 hardware supported threads.
On Cluster 2, 60 nodes were used each with its own worker
process running 5 threads. This represents 300 parallel com-
putational threads running on 240 cores. Both clusters exe-
cuted sequences of “jobs”where each job contained approxi-
mately 10% of the total set of protein pairs to be processed.
After a week of 24/7 computation, the first ever scan of the
entire C. Elegans proteome was completed. At a specificity
of 99.99%, MP-PIPE predicted 37,572 protein interactions.
Of these high confidence predictions (0.001% false positive
rate), 31,065 protein interactions are novel. Given that only



6,607 protein interactions are known for C. Elegans, this
greatly increases our knowledge of the C. Elegans proteome.
Besides experimental verification and leave one out cross-

validation, another standard method for evaluating a pro-
tein interaction prediction method is the “co-location test”
which checks whether the proteins pairs predicted to interact
are located in the same cellular component, have the same
molecular function, or are involved in the same biological
process (e.g. [8]). The results are shown in Figure 12. The
percentage of pairs predicted by MP-PIPE that have similar
function, occur in the same cellular component and partici-
pate in the same cellular process is 1.3%, which is consistent
with the percentage for previously reported protein pairs
(1.9% for 6,607 pairs). In contrast, for randomly selected
protein pairs, the percentage of pairs that have similar func-
tion, occur in the same cellular component and participate in
the same cellular process is only 0.2%. Similarly, for molec-
ular function and biological processes, the MP-PIPE results
are very similar to the previous experimentally confirmed
protein interactions and very different from a control group
of random protein pairs. It is important to note that the
PIPE algorithm has no knowledge of the molecular function
of proteins or which biological processes they are involved
in. The probability that MP-PIPE could have found such
co-occurrences by chance is extremely small.
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Biological
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(c) MP-PIPE Predictions
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Figure 12: Co-Location Test: Percentages of C. Ele-
gans protein pairs located in the same cellular com-
ponent, with the same molecular function, or in-
volved in the same biological process. (a) Random
protein pairs [control group]. (b) Previous experi-
mentally confirmed protein interactions. (c) Protein
interactions predicted by MP-PIPE.

8.2 First Ever Complete Scan Of The Human
Proteome

After the successful scan of the C. Elegans proteome, our
group started a very large MP-PIPE run to perform the first
ever complete scan of the Human proteome.

• Total number of Human proteins: 22,513

• Total number of protein pairs to examine: 253,406,328

• Total number of known protein interactions: 41,678

• Total number of proteins with at least one known in-
teracting partner: 9,459

• Total number of proteins with no known interacting
partners: 13,054

Cellular component

Molecular
function

Biological
process

67.7%

82.5%

90.1% 82.2%
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Figure 13: Co-Location Test: Percentages of Human
protein pairs located in the same cellular compo-
nent, with the same molecular function, or involved
in the same biological process. (a) Random protein
pairs [control group]. (b) Previous experimentally
confirmed protein interactions. (c) Protein interac-
tions predicted by MP-PIPE.

• Largest number of known interactions partners for a
single protein: 265

• Smallest number of known interactions partners for a
single protein: 0

• Average number of known interactions per protein:
3.70

• Average number of known interactions per protein with
at least one interaction: 8.81

MP-PIPE evaluated all 253,406,328 possible protein pairs
in the Human proteome. The work was again split between
the Victoria Falls cluster (Section 7.3) and Cluster 2 (Sec-
tion 7.2). The Human proteome has almost 7 times more
known interactions than the C. Elegans proteome. The av-
erage Human protein has more than double the known in-
teractions than a C. Elegans protein. Coupled with the fact
that the Human proteins are, on average, longer than the C.
Elegans proteins, this increases the complexity of scanning
the entire Human significantly. Furthermore, as outlined at
the beginning of Section 5 and illustrated in Figure 4, the
running time for one individual protein pair can fluctuate
between less than a second and more than 12 hours. This
creates an additional load balancing problem that has been
discussed in detail in Section 5. In fact, some individual
protein pairs required 6 days of computation.

On the Victoria Falls cluster (Section 7.3), 50 nodes were
used each with their own MP-PIPE worker process run-
ning 256 threads. This implies 12,800 parallel computa-
tional threads running on 6,400 hardware supported threads.
The number of threads per node was scaled down from 512
threads used in the C.Elegans scan due to the fact that each
individual thread needed significantly more memory. The
Victoria Falls cluster was used to process the vast majority
of protein pairs. If one of its worker threads got stuck with
a protein pair that was running more than 12 hours, that
protein pair was off-loaded to Cluster 2 (Section 7.2) since
its individual cores are much more powerful than a single
Victoria Falls thread.

After 3 months of 24/7 computation on the 50 fully dedi-
cated nodes of the Victoria Falls cluster (plus the additional
computation on Cluster 2), MP-PIPE finished the first ever



complete scan of the Human proteome. At a specificity of
99.95%, MP-PIPE predicted 172,183 protein interactions.
Of these high confidence predictions (0.05% false positive
rate), 132,710 protein interactions are novel. Given that
41,678 Human protein interactions are known, MP-PIPE
potentially more than quadrupled our knowledge of the Hu-
man proteome.
Besides experimental verification and leave one out cross-

validation, another standard method for evaluating a pro-
tein interaction prediction method is the “co-location test”
which checks whether the proteins pairs predicted to inter-
act are located in the same cellular component, have the
same molecular function, or are involved in the same biolog-
ical process (e.g. [8]). The results are shown in Figure 13.
The percentage of pairs predicted by MP-PIPE that have
similar function, occur in the same cellular component and
participate in the same cellular process is 50.3%, which is
consistent with the percentage for previously reported pro-
tein pairs (67.7%). In contrast, for randomly selected pro-
tein pairs, the percentage of pairs that have similar function,
occur in the same cellular component and participate in the
same cellular process is only 11.3%. Similarly, for molecu-
lar function and biological processes, the MP-PIPE results
are very similar to the previous experimentally confirmed
protein interactions and very different from a control group
of random protein pairs. As previously stated, the PIPE
algorithm has no knowledge of the molecular function of
proteins or which biological processes they are involved in
and the probability that MP-PIPE could have found such
co-occurrences by chance is extremely small.

9. CONCLUSION
In this paper, we presented MP-PIPE: a new massively

parallel PIPE implementation for large scale protein interac-
tion prediction. In a large scale computational experiment,
which took three months of full time 24/7 computation on a
dedicated SUN UltraSparc T2+ based cluster with 50 nodes,
800 processor cores and 6,400 hardware supported threads,
MP-PIPE has been the first system ever to scan the en-
tire Human protein interaction network (253,406,328 protein
pairs). The biggest challenge here was that, while most pro-
tein pairs can be processed within seconds or minutes, some
protein pairs require more than 12 hour or even several days
of computation. This creates a non-trivial load balancing
problem which MP-PIPE has been able to overcome. At a
specificity of 99.95%, MP-PIPE predicted 172,183 protein
interactions. Of these high confidence predictions (0.05%
false positive rate), 132,710 protein interactions are novel.
Given that currently only 41,678 Human protein interac-
tions are known, MP-PIPE potentially more than quadru-
pled our knowledge of the Human proteome. We are cur-
rently building a publicly accessible database with the data
generated by MP-PIPE. The implications for the under-
standing of human cell function will be significant as biol-
ogist are starting to analyze these new protein interactions
and implied possible new pathways in human cells predicted
by MP-PIPE.
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